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Outline

• Recurrent network architecture

• Sequence-to-sequence models with attention

• Self-attention

• Transformer Network

• Vision Transformer

• Biometric Applications

• Computer Vision Applications



Example: Machine translation

https://translate.google.com/

https://translate.google.com/
https://translate.google.com/
https://translate.google.com/


Example: Machine translation

• Multiple input – multiple output (or sequence to sequence) 

scenario:

“Correspondances” “La” “nature”

“Matches” “Nature” “is”



Example: Image caption generation

A cat sitting on a 

suitcase on the floor

A cat is sitting on a tree 

branch

A dog is running in the 

grass with a frisbee

A white teddy bear sitting in 

the grass

Two people walking on 

the beach with surfboards

Two giraffes standing in a 

grassy field

A man riding a dirt bike on 

a dirt track
A tennis player in action 

on the court

Source: J. Johnson

Captions generated using neuraltalk2

https://web.eecs.umich.edu/~justincj/slides/eecs498/FA2020/598_FA2020_lecture12.pdf
https://github.com/karpathy/neuraltalk2


CNN

h1 h2h0

“The” “dog”

h1 h2

Classifier Classifier

“STOP”

h5

Classifier

h4

“The” “hiding”

h3

“is”

h3

Classifier

“dog”

“hiding”

h4

Classifier

“is”“START”

Example: Image caption generation



Recurrent unit
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Recurrent unit

Hidden layer

Classifier

Input at time 𝑡

Hidden 

representation 

at time 𝑡

Output at time 𝑡

𝑥𝑡

ℎ𝑡

𝑦𝑡

Recurrence:

ℎ𝑡 = 𝑓𝑊(𝑥𝑡, ℎ𝑡−1)
new 

state

input at 

time 𝑡

old statefunction 

of 𝑊



J. Elman, Finding structure in time, Cognitive science 14(2), pp. 179–211, 1990

Vanilla RNN cell

ℎ𝑡

ℎ𝑡−1

𝑊

𝑥𝑡

ℎ𝑡 = 𝑓𝑊(𝑥𝑡, ℎ𝑡−1)

     = tanh 𝑊
𝑥𝑡

ℎ𝑡−1

  

https://crl.ucsd.edu/~elman/Papers/fsit.pdf


ℎ𝑡 = 𝑓𝑊(𝑥𝑡, ℎ𝑡−1)

     = tanh 𝑊
𝑥𝑡

ℎ𝑡−1

     = tanh 𝑊𝑥𝑥𝑡 + 𝑊ℎℎ𝑡−1

ℎ𝑡−1

𝑥𝑡

𝑊ℎ
n-dim.

m-dim.

𝑊𝑥

n m

m

ℎ𝑡

ℎ𝑡−1

𝑊

𝑥𝑡

Vanilla RNN cell



RNN forward pass

h1

e1

y1

h2

e2

y2

h3

e3

y3

shared weights
h0  x1 h1  x2 h2  x3

ℎ𝑡 = tanh 𝑊
𝑥𝑡

ℎ𝑡−1

𝑦𝑡 = softmax(𝑊𝑦ℎ𝑡)

𝑒𝑡 = −log(𝑦𝑡(𝐺𝑇𝑡))



RNN forward pass: Computation graph

h1
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h0  x1 h1  x2 h2  x3

ℎ𝑡 = tanh 𝑊
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ℎ𝑡−1

𝑦𝑡 = softmax(𝑊𝑦ℎ𝑡)

𝑒𝑡 = −log(𝑦𝑡(𝐺𝑇𝑡))
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Long short-term memory (LSTM)

• Add a memory cell that is not subject to matrix multiplication or 
squashing, thereby avoiding gradient decay

S. Hochreiter and J. Schmidhuber, Long short-term memory, Neural Computation 9 (8), pp. 1735–1780, 1997

𝑥𝑡

ℎ𝑡−1 ℎ𝑡

𝑐𝑡
𝑐𝑡−1

https://www.researchgate.net/publication/13853244_Long_Short-term_Memory
https://www.researchgate.net/publication/13853244_Long_Short-term_Memory
https://www.researchgate.net/publication/13853244_Long_Short-term_Memory


The LSTM cell

Cell

ℎ𝑡
𝑐𝑡

𝑊𝑔

𝑔𝑡 = tanh 𝑊𝑔

𝑥𝑡

ℎ𝑡−1
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Input Gate
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.
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Output Gate 𝑊𝑜

𝑜𝑡 = 𝜎 𝑊𝑜

𝑥𝑡

ℎ𝑡−1
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ℎ𝑡 = 𝑜𝑡⨀ tanh 𝑐𝑡.
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Forget Gate

𝑊𝑓
𝑓𝑡 = 𝜎 𝑊𝑓

𝑥𝑡

ℎ𝑡−1
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LSTM forward pass summary

𝑔𝑡

𝑖𝑡

𝑓𝑡

𝑜𝑡

=

tanh
𝜎
𝜎
𝜎

𝑊𝑔

𝑊𝑖

𝑊𝑓

𝑊𝑜

𝑥𝑡

ℎ𝑡−1

        𝑐𝑡 = 𝑓𝑡⨀𝑐𝑡−1 + 𝑖𝑡⨀ 𝑔𝑡

 ℎ𝑡 = 𝑜𝑡⨀ tanh 𝑐𝑡

Figure source 

http://cs231n.stanford.edu/slides/2018/cs231n_2018_lecture10.pdf


LSTM backward pass

Gradient flow from 𝑐𝑡 to 𝑐𝑡−1 

only involves back-propagating 

through addition and 

elementwise multiplication, not 

matrix multiplication or tanh

For complete details: Illustrated LSTM Forward and Backward Pass

Figure source 

http://arunmallya.github.io/writeups/nn/lstm/index.html#/1
http://cs231n.stanford.edu/slides/2018/cs231n_2018_lecture10.pdf


Gated recurrent unit (GRU)

𝑧𝑡

rt

Update Gate

Reset Gate

ℎ𝑡

𝑊

𝑊𝑧

𝑊𝑟

.
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𝑥𝑡

ℎ𝑡−1

𝑥𝑡  ℎ𝑡−1

  

ℎ𝑡
′

• Get rid of separate 

cell state

• Merge “forget” and 

“output” gates into 

“update” gate

K. Cho et al., Learning phrase representations using RNN encoder-decoder for statistical machine translation, ACL 2014

https://arxiv.org/pdf/1406.1078.pdf
https://arxiv.org/pdf/1406.1078.pdf
https://arxiv.org/pdf/1406.1078.pdf


Gated recurrent unit (GRU)
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rt
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O. Vinyals, A. Toshev, S. Bengio, D. Erhan, Show and Tell: A Neural Image Caption Generator, CVPR 2015

Image caption generation

Words of reference caption (one-hot encoding)

Word embedding

Softmax probability over next word

Log-likelihood of next reference word

Training time

• Maximize likelihood of 

reference captions

https://www.cv-foundation.org/openaccess/content_cvpr_2015/papers/Vinyals_Show_and_Tell_2015_CVPR_paper.pdf
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Image caption generation: Training time

• Minimize negative log-likelihood of the ground truth caption 

𝑌∗ = (𝑌1
∗, … , 𝑌𝑁

∗) given image 𝐼:

𝐿 𝐼, 𝑌∗ = − ෍
𝑡=1

𝑁

log 𝑃𝑊(𝑌𝑖
∗|𝑌1

∗, … , 𝑌𝑖−1
∗ , 𝐼)



Image caption generation: Test time

• Sample next word according to posterior distribution of classifier

• Sentences quickly become incoherent

• Always choose the highest-likelihood word

• Does this necessarily maximize the likelihood of the overall sentence?

CNN

h1 h2h0

h1 h2

Classifier Classifier

h5

Classifier

h4h3

h3

Classifier

h4

Classifier

“START”



CNN

h1 h2h0

h1 h2

Classifier Classifier

h5

Classifier

h4h3

h3

Classifier

h4

Classifier

“START”

Image caption generation: Test time

• Beam search: 

• Maintain 𝑘 (beam width) top-scoring candidate sentences according to 

sum of per-word log-likelihoods (or some other score)

• At each step, generate all their successors and keep the best 𝑘



CNN

h1 h2h0

h1 h2 h5

h4h3

h3 h4

“START”

Image caption generation: Beam search

The

A

One

dog

yellow

cat

is

dog

sitting

hiding

is

on

STOP

sitting

the

Classifier Classifier ClassifierClassifier Classifier



Image caption generation: Example outputs



Image captioning with RNNs and attention

• Idea: pay attention to different parts of the image when 

generating different words

• Automatically learn this grounding of words to image regions 

without direct supervision

K. Xu et al., Show, Attend and Tell: Neural Image Caption Generation with Visual Attention, ICML 2015

https://arxiv.org/pdf/1502.03044.pdf


Image captioning with RNNs and attention

𝑠0CNN

softmax

Alignment scores Attention weights

K. Xu et al., Show, Attend and Tell: Neural Image Caption Generation with Visual Attention, ICML 2015

𝑒𝑡,𝑖,𝑗  =  𝑓att(𝑠𝑡−1, ℎ𝑖,𝑗)

ℎ1,1 ℎ1,2 ℎ1,3

ℎ2,1 ℎ2,2 ℎ2,3

ℎ3,1 ℎ3,2 ℎ3,3

𝑒1,1,1 𝑒1,1,2 𝑒1,1,3

𝑒1,2,1 𝑒1,2,2 𝑒1,2,3

𝑒1,3,1 𝑒1,3,2 𝑒1,3,3

𝑎1,1,1 𝑎1,1,2 𝑎1,1,3

𝑎1,2,1 𝑎1,2,2 𝑎1,2,3

𝑎1,3,1 𝑎1,3,2 𝑎1,3,3

Use a CNN to compute a 

grid of features for an 

image

https://arxiv.org/pdf/1502.03044.pdf


Image captioning with RNNs and attention

𝑠0

𝑐1

softmax

Alignment scores Attention weights

𝑒𝑡,𝑖,𝑗  =  𝑓att(𝑠𝑡−1, ℎ𝑖,𝑗)

𝑠1

[START]

𝑦0

𝑦1

cat

𝑐𝑡 = ෍
𝑖

𝑎𝑡,𝑖,𝑗ℎ𝑖
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ℎ3,1 ℎ3,2 ℎ3,3

𝑒1,1,1 𝑒1,1,2 𝑒1,1,3

𝑒1,2,1 𝑒1,2,2 𝑒1,2,3

𝑒1,3,1 𝑒1,3,2 𝑒1,3,3

𝑎1,1,1 𝑎1,1,2 𝑎1,1,3

𝑎1,2,1 𝑎1,2,2 𝑎1,2,3

𝑎1,3,1 𝑎1,3,2 𝑎1,3,3

CNN

Use a CNN to compute a 

grid of features for an 

image



Image captioning with RNNs and attention

𝑠0

𝑐1
Use a CNN to compute a 

grid of features for an 

image

softmax

Alignment scores Attention weights

𝑒𝑡,𝑖,𝑗  =  𝑓att(𝑠𝑡−1, ℎ𝑖,𝑗)

𝑠1

[START]

𝑦0

𝑦1

cat

𝑐2

𝑠2

𝑦2

𝑦1

sitting

cat

𝑐𝑡 = ෍
𝑖

𝑎𝑡,𝑖,𝑗ℎ𝑖

ℎ1,1 ℎ1,2 ℎ1,3

ℎ2,1 ℎ2,2 ℎ2,3

ℎ3,1 ℎ3,2 ℎ3,3

𝑒2,1,1 𝑒2,1,2 𝑒2,1,3

𝑒2,2,1 𝑒2,2,2 𝑒2,2,3

𝑒2,3,1 𝑒2,3,2 𝑒2,3,3

𝑎2,1,1 𝑎2,1,2 𝑎2,1,3

𝑎2,2,1 𝑎2,2,2 𝑎2,2,3

𝑎2,3,1 𝑎2,3,2 𝑎2,3,3

CNN



𝑠0

𝑐1

softmax

Alignment scores Attention weights

𝑒𝑡,𝑖,𝑗  =  𝑓att(𝑠𝑡−1, ℎ𝑖,𝑗)

𝑠1

[START]

𝑦0

𝑦1

cat

𝑐2

𝑠2

𝑦2

𝑦1

sitting

cat

𝑐𝑡 = ෍
𝑖

𝑎𝑡,𝑖,𝑗ℎ𝑖

𝑠3 𝑠4

𝑦3 𝑦4

outside [STOP]

𝑦2𝑐3 𝑦3𝑐4

outsidesitting

Each time step of decoder uses a different 

context vector that looks at different parts of 

the input image

ℎ1,1 ℎ1,2 ℎ1,3

ℎ2,1 ℎ2,2 ℎ2,3

ℎ3,1 ℎ3,2 ℎ3,3

𝑒𝑡,1,1 𝑒𝑡,1,2 𝑒𝑡,1,3

𝑒𝑡,2,1 𝑒𝑡,2,2 𝑒𝑡,2,3

𝑒𝑡,3,1 𝑒𝑡,3,2 𝑒𝑡,3,3

𝑎𝑡,1,1 𝑎𝑡,1,2 𝑎𝑡,1,3

𝑎𝑡,2,1 𝑎𝑡,2,2 𝑎𝑡,2,3

𝑎𝑡,3,1 𝑎𝑡,3,2 𝑎𝑡,3,3

CNN

Image captioning with RNNs and attention

Use a CNN to compute a 

grid of features for an 

image



Example results

• Good captions



Example results

• Mistakes



Different ways of processing sequences

x1 x2 x3

h1 h2 h3

x4

h4

Q1 Q2 Q3

K3

K2

K1

E1,3

E1,2

E1,1

E2,3

E2,2

E2,1

E3,3

E3,2

E3,1

A1,3

A1,2

A1,1

A2,3

A2,2

A2,1

A3,3

A3,2

A3,1

V3

V2

V1

Product(→),			Sum(↑)

Softmax(↑)

Y1 Y2 Y3

X1 X2 X3

RNN

x1 x2 x3 x4

h1 h2 h3 h4

1D convolutional network
Self-attention and 

Transformer

Works on ordered sequences

• Pros: Good at long sequences: 

After one RNN layer, hT ”sees” 

the whole sequence

• Cons: Not parallelizable: need 

to compute hidden states 

sequentially

Works on multidimensional grids

• Con: Bad at long sequences: 

Need to stack many conv layers 

for outputs to “see” the whole 

sequence

• Pro: Highly parallel: Each output 

can be computed in parallel

• Works on sets of vectors



• Neural Machine Translation (NMT) architecture using only point-wise 
processing and attention (no recurrent units or convolutions)

• More efficient and parallelizable than recurrent or convolutional 
architectures, faster to train, better accuracy

Encoder: receives entire input 

sequence and outputs encoded 

sequence of the same length

Decoder: predicts next token 

conditioned on encoder output and 

previously predicted tokens

Image source

A. Vaswani, N. Shazeer, N. Parmar, J. Uszkoreit, L. Jones, A. Gomez, L. Kaiser, 

I. Polosukhin, Attention is all you need, NeurIPS 2017

Attention is All You Need

35

http://jalammar.github.io/illustrated-transformer/
https://papers.nips.cc/paper/7181-attention-is-all-you-need.pdf


Image source

The decoder generates a 

query describing what it 

wants to focus on

Compute dot products between 

the query and the keys 

generated by encoder, giving 

alignment scores between 

source tokens and the query

Sum the values generated by 

encoder weighted by the 

attention weights

Decoder

Encoder

Feed the scores into a softmax 

to create the attention weights

𝑋1 𝑋2 𝑋3 𝑋4

𝑌1 𝑌2 𝑌3 𝑌4

Key-Value-Query Attention Model

36

https://distill.pub/2016/augmented-rnns/


• Key vectors: 𝐾 =  𝑋𝑊𝐾

• Value Vectors: 𝑉 =  𝑋𝑊𝑉

• Query vectors

• Similarities: scaled dot-product attention

𝐸𝑖,𝑗  =
𝑄𝑖 · 𝐾

𝑗

𝐷
 

(𝐷 is the dimensionality of the keys) 

• Attn. weights: 𝐴 =  softmax(𝐸, dim = 1)

• Output vectors: 

𝑌𝑖 = σ𝑗 𝐴𝑖,𝑗𝑉𝑗  or  𝑌 =  𝐴𝑉

𝑄1 𝑄2 𝑄3 𝑄4

𝑋1

𝑋2

𝑋3

𝐾1

𝐾2

𝐾3

𝐸1,1 𝐸2,1

𝐸1,2

𝐸1,3

𝐸2,2

𝐸2,3 𝐸3,3

𝐸3,2

𝐸3,1

𝐸4,3

𝐸4,2

𝐸4,1

𝐴1,1 𝐴2,1

𝐴1,2

𝐴1,3

𝐴2,2

𝐴2,3 𝐴3,3

𝐴3,2

𝐴3,1

𝐴4,3

𝐴4,2

𝐴4,1

Softmax(    )

𝑉1

𝑉2

𝑉3

𝑌1 𝑌2 𝑌3 𝑌4

Product(     ),   Sum(    )

Key-Value-Query Attention Model



• Query vectors: 𝑄 =  𝑋𝑊𝑄

• Key vectors: 𝐾 =  𝑋𝑊𝐾

• Value vectors: 𝑉 =  𝑋𝑊𝑉

• Similarities: scaled dot-product attention

𝐸𝑖,𝑗  =
𝑄𝑖 ·  𝐾𝑗

𝐷

(𝐷 is the dimensionality of the keys) 

• Attn. weights: 𝐴 =  softmax(𝐸, dim = 1)

• Output vectors: 

𝑌𝑖 = σ𝑗 𝐴𝑖,𝑗𝑉𝑗  or  𝑌 =  𝐴𝑉

One query per input vector

𝑄1 𝑄2 𝑄3

𝐾3

𝐾2

𝐾1

𝐸1,3

𝐸1,2

𝐸1,1

𝐸2,3

𝐸2,2

𝐸2,1

𝐸3,3

𝐸3,2

𝐸3,1

𝐴1,3

𝐴1,2

𝐴1,1

𝐴2,3

𝐴2,2

𝐴2,1

𝐴3,3

𝐴3,2

𝐴3,1

𝑉3

𝑉2

𝑉1

Product(→),   Sum(↑)

Softmax(↑)

𝑌1 𝑌2 𝑌3

𝑋1 𝑋2 𝑋3

Self-Attention Layer

38



• The decoder should not “look ahead” in 
the output sequence

𝑄1 𝑄2 𝑄3

𝐾3

𝐾2

𝐾1

𝐸1,3

𝐸1,2

𝐸1,1

𝐸2,3

𝐸2,2

𝐸2,1

𝐸3,3

𝐸3,2

𝐸3,1

𝐴1,3

𝐴1,2

𝐴1,1
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<START> This is

This is ….Masked Self-Attention Layer
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Masked Self-Attention Layer

• The decoder should not “look ahead” in 
the output sequence
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• The decoder should not “look ahead” in 
the output sequence

Masked Self-Attention Layer
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A. Vaswani et al., Attention is all you need, NeurIPS 2017

Encoder

Decoder

Transformer Architecture: Details
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Image Source: https://deepfrench.gitlab.io/deep-learning-project/resources/transformer.png

Vaswani et al., 

Attention Is All You 

Need, 

NeurIPS 2017.

Transformer Architecture: Details
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• Encoder self-attention: queries, keys, and values come from 
previous layer of encoder

• Decoder self-attention: values corresponding to future decoder 
outputs are masked out

• Encoder-decoder attention: queries come from previous decoder 
layer, keys and values come from output of encoder

N transformer 

blocks

N transformer 

blocks

Attention Mechanisms
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• Run ℎ attention models in parallel on top of different linearly projected 
versions of 𝑄, 𝐾, 𝑉; concatenate and linearly project the results

• Intuition: enables model to attend to different kinds of information at different 
positions

Multi-Head Self-Attention

x2x1x0

Self-attention

y1 y2y0

x2x1x0

Self-attention

y1 y2y0

x2x1x0

Self-attention

y1 y2y0

head0 head1

...

headH-1

x2x1x0

y1 y2y0

Concatenate

Split
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• A Transformer is a sequence of 
transformer blocks

• Vaswani et al.: N=12 blocks, 
embedding dimension = 512, 
6 attention heads

• Add & Norm: residual 
connection followed by layer 
normalization

• Feedforward: two linear layers 
with ReLUs in between, 
applied independently to each 
vector

• Attention is the only interaction 
between inputs!

Transformer Blocks
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https://ai.googleblog.com/2017/08/transformer-novel-neural-network.html

Results
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x1 x2 x3

h1 h2 h3

x4

h4

Q1 Q2 Q3

K3

K2

K1

E1,3

E1,2

E1,1

E2,3

E2,2

E2,1

E3,3

E3,2

E3,1

A1,3

A1,2

A1,1

A2,3

A2,2

A2,1

A3,3

A3,2

A3,1

V3

V2

V1

Product(→),			Sum(↑)

Softmax(↑)

Y1 Y2 Y3

X1 X2 X3

RNN

x1 x2 x3 x4

h1 h2 h3 h4

1D convolutional network
Self-Attention and 

Transformer

Works on ordered sequences

• Pros: Good at long sequences: 

the last hidden vector 

encapsulates the whole 

sequence

• Cons: Not parallelizable: need 

to compute hidden states 

sequentially

Works on multidimensional grids

• Con: Bad at long sequences: 

Need to stack many conv layers 

for outputs to “see” the whole 

sequence

• Pro: Highly parallel: Each output 

can be computed in parallel

• Works on sets of vectors

• Pro: Good at long sequences: 

after one self-attention layer, 

each output “sees” all inputs!

• Pro: Highly parallel: Each 

output can be computed in 

parallel

• Con: Very memory-intensive

Different Ways of Processing Sequences
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Model Layers Hidden dim. Heads Params Data Training

Transformer-Base 12 512 8 65M 8x P100 (12 hours)

Transformer-Large 12 1024 16 213M 8x P100 (3.5 days)

Vaswani et al., Attention is all you need, NeurIPS 2017

Scaling Up Transformers
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Model Layers Hidden dim. Heads Params Data Training

Transformer-Base 12 512 8 65M 8x P100 (12 hours)

Transformer-Large 12 1024 16 213M 8x P100 (3.5 days)

BERT-Base 12 768 12 110M 13 GB 4x TPU (4 days)

BERT-Large 24 1024 16 340M 13 GB 16x TPU (4 days)

Devlin et al., BERT: Pre-training of Deep Bidirectional Transformers for Language Understanding, EMNLP 2018

Scaling Up Transformers
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Model Layers Hidden dim. Heads Params Data Training

Transformer-Base 12 512 8 65M 8x P100 (12 hours)

Transformer-Large 12 1024 16 213M 8x P100 (3.5 days)

BERT-Base 12 768 12 110M 13 GB 4x TPU (4 days)

BERT-Large 24 1024 16 340M 13 GB 16x TPU (4 days)

XLNet-Large 24 1024 16 ~340M 126 GB 512x TPU-v3 (2.5 days)

RoBERTa 24 1024 16 355M 160 GB 1024x V100 GPU (1 day)

Yang et al., XLNet: Generalized Autoregressive Pretraining for Language Understanding, 2019

Liu et al., RoBERTa: A Robustly Optimized BERT Pretraining Approach, 2019

Scaling Up Transformers
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Model Layers Hidden dim. Heads Params Data Training

Transformer-Base 12 512 8 65M 8x P100 (12 hours)

Transformer-Large 12 1024 16 213M 8x P100 (3.5 days)

BERT-Base 12 768 12 110M 13 GB 4x TPU (4 days)

BERT-Large 24 1024 16 340M 13 GB 16x TPU (4 days)

XLNet-Large 24 1024 16 ~340M 126 GB 512x TPU-v3 (2.5 days)

RoBERTa 24 1024 16 355M 160 GB 1024x V100 GPU (1 day)

GPT-2 48 1600 ? 1.5B 40 GB

Radford et al., Language models are unsupervised multitask learners, 2019

Scaling Up Transformers
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Model Layers Hidden dim. Heads Params Data Training

Transformer-Base 12 512 8 65M 8x P100 (12 hours)

Transformer-Large 12 1024 16 213M 8x P100 (3.5 days)

BERT-Base 12 768 12 110M 13 GB 4x TPU (4 days)

BERT-Large 24 1024 16 340M 13 GB 16x TPU (4 days)

XLNet-Large 24 1024 16 ~340M 126 GB 512x TPU-v3 (2.5 days)

RoBERTa 24 1024 16 355M 160 GB 1024x V100 GPU (1 day)

GPT-2 48 1600 ? 1.5B 40 GB

Megatron-LM 72 3072 32 8.3B 174 GB 512x V100 GPU (9 days)

Shoeybi et al., Megatron-LM: Training Multi-Billion Parameter Languge Models using Model Parallelism, 2019

~$430,000 on Amazon AWS!

Scaling Up Transformers
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Model Layers Hidden dim. Heads Params Data Training

Transformer-Base 12 512 8 65M 8x P100 (12 hours)

Transformer-Large 12 1024 16 213M 8x P100 (3.5 days)

BERT-Base 12 768 12 110M 13 GB 4x TPU (4 days)

BERT-Large 24 1024 16 340M 13 GB 16x TPU (4 days)

XLNet-Large 24 1024 16 ~340M 126 GB 512x TPU-v3 (2.5 days)

RoBERTa 24 1024 16 355M 160 GB 1024x V100 GPU (1 day)

GPT-2 48 1600 ? 1.5B 40 GB

Megatron-LM 72 3072 32 8.3B 174 GB 512x V100 GPU (9 days)

Turing-NLG 78 4256 28 17B ? 256x V100 GPU

Microsoft, Turing-NLG: A 17-billion parameter language model by Microsoft, 2020

Scaling Up Transformers
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Model Layers Hidden dim. Heads Params Data Training

Transformer-Base 12 512 8 65M 8x P100 (12 hours)

Transformer-Large 12 1024 16 213M 8x P100 (3.5 days)

BERT-Base 12 768 12 110M 13 GB 4x TPU (4 days)

BERT-Large 24 1024 16 340M 13 GB 16x TPU (4 days)

XLNet-Large 24 1024 16 ~340M 126 GB 512x TPU-v3 (2.5 days)

RoBERTa 24 1024 16 355M 160 GB 1024x V100 GPU (1 day)

GPT-2 48 1600 ? 1.5B 40 GB

Megatron-LM 72 3072 32 8.3B 174 GB 512x V100 GPU (9 days)

Turing-NLG 78 4256 28 17B ? 256x V100 GPU

GPT-3 96 12288 96 175B 694GB ?

Brown et al., Language Models are Few-Shot Learners, arXiv 2020

~$4.6M, 355 GPU-years

(source)

Scaling Up Transformers
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Cat image is free to use under the Pixabay License

Input Image

Zhang et al, “Self-Attention Generative Adversarial Networks”, ICML 2018 Gao Slide credit: Justin Johnson

Features:  

C x H x W

CNN

CNN with Self-Attention
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Keys:
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Zhang et al, “Self-Attention Generative Adversarial Networks”, ICML 2018 Gao
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Attention Weights

(H x W) x (H x W)

Zhang et al, “Self-Attention Generative Adversarial Networks”, ICML 2018 Gao

CNN with Self-Attention

Slide credit: Justin Johnson 59

https://pixabay.com/photos/cat-young-animal-curious-wildcat-2083492/
https://pixabay.com/service/license/
https://pixabay.com/service/license/


Cat image is free to use under the Pixabay License

Input Image

CNN

Features:  

C x H x W

Queries:  

C’ x H xW

Keys:

C’ x H x W

1x1 Conv

1x1 Conv

x

Transpose

softmax

Attention Weights

(H x W) x (H x W)

x

C’ x H x W

Zhang et al, “Self-Attention Generative Adversarial Networks”, ICML 2018 Gao

Values:

C’ x H x W

1x1 Conv

CNN with Self-Attention

Slide credit: Justin Johnson 60

https://pixabay.com/photos/cat-young-animal-curious-wildcat-2083492/
https://pixabay.com/service/license/
https://pixabay.com/service/license/


Cat image is free to use under the Pixabay License

Input Image

CNN

Features:  

C x H x W

Queries:  

C’ x H xW

Keys:

C’ x H x W

1x1 Conv

1x1 Conv

x

Transpose

softmax

Attention Weights

(H x W) x (H x W)

x

C’ x H x W

1x1 Conv

Zhang et al, “Self-Attention Generative Adversarial Networks”, ICML 2018 Gao

C x H x H

Values:

C’ x H x W

1x1 Conv

CNN with Self-Attention

Slide credit: Justin Johnson 61

https://pixabay.com/photos/cat-young-animal-curious-wildcat-2083492/
https://pixabay.com/service/license/
https://pixabay.com/service/license/


Cat image is free to use under the Pixabay License

Input Image

CNN

Features:  

C x H x W

Queries:  

C’ x H xW

Keys:

C’ x H x W

1x1 Conv

1x1 Conv

x

Transpose
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Zhang et al, “Self-Attention Generative Adversarial Networks”, ICML 2018 Gao
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Dosovitskiy, Alexey, et al. "An Image is Worth 16x16 Words: Transformers for Image Recognition at Scale."

International Conference on Learning Representations. 2020.

Vision Transformer
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Extract spatial  

features from a  

pretrained CNN

CNN

Features:  

H x W x D

z0,0 z0,1 z0,2

z1,0 z1,1 z1,2

z2,0 z2,1 z2,2

z
0,0

z
0,1

z
0,2

z
2,2

...

Transformer encoder

c
0,0

c
0,1

c
0,2

c
2,2

...

y0

[START] person wearing hat

y1 y2

y1

y3

y2

y4

y3

person wearing hat [END]

Transformer decoder

Image Captioning using Transformers
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Extract spatial  

features from a  

pretrained CNN

CNN

Features:  

H x W x D

z0,0 z0,1 z0,2

z1,0 z1,1 z1,2
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0,1

z
0,2

z
2,2

...

Transformer encoder
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0,1

c
0,2

c
2,2

...

y0

[START] person wearing hat

y1 y2

y1

y3

y2

y4

y3

person wearing hat [END]

Transformer decoder

- No recurrence at all

Image Captioning using Transformers
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- Perhaps we don't need  

convolutions at all?

Extract spatial  

features from a  

pretrained CNN

CNN

Features:  

H x W x D

z0,0 z0,1 z0,2

z1,0 z1,1 z1,2
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0,0
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0,1

z
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...

Transformer encoder
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0,1
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0,0

c
0,2

c
2,2

...

y0

[START] person wearing hat

y1 y2

y1

y3

y2

y4

y3

person wearing hat [END]

Transformer decoder

Image Captioning using Transformers
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- Transformers from pixels to language

...

Transformer encoder

c
0,0

c
0,1

c
0,2

c
2,2

...

y0

[START] person wearing hat

y1 y2

y1

y3

y2

y4

y3

person wearing hat [END]

Transformer decoder

Dosovitskiy et al, “An Image is Worth 16x16 Words: Transformers for Image Recognition at Scale”, ArXiv 2020  

Colab link to an implementation of vision transformers

Image Captioning using Transformers
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